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Introduction 

RSA is common public-key encryption algorithm. The basis of public key encryption 

is that messages are encrypted and decrypted using the same process but different 

keys. Given two keys E and D, it is possible to encrypt a message (or “Plaintext”) 

using E and decrypt the resulting ciphertext using D; or vice versa. However, a 

message encrypted with E cannot be decrypted with E (and similarly for D) and it is 

not possible (or at least, not trivially possible) to derive D from E or vice versa. 

 

For those interested in cryptography, and used to the sort of cipher systems one 

typically works out with pen and paper (eg Julian or Vignette ciphers), the asymmetry 

of this arrangement is puzzling. The mathematics which support the asymmetry in 

RSA are, however, not too difficult to understand. This paper attempts to explain the 

mathematical basis of RSA in a way which is accessible to anyone with what might 

be called “High School Math”. 

The Cipher Clock 

We begin by considering some very simple ciphers which will help us grasp some of 

the basic principles in RSA. Let‟s suppose we construct a dial, rather like a clock with 

one hand, with 29 (rather than 12) points marked on its circumference.
1
 We number 

these points 0 to 28; and to each we assign a character from a set made up of the 26 

letters of the alphabet, space, comma and full stop: 

 

0 A 

1 B 

… 

25 Z 

26 Space 

27 Comma 

28 Full Stop 

 

Now we can construct a very simple public key encryption system as follows. 

Suppose we want to encrypt the message “RSA ROCKS”. For each letter, we point 

the hand to that letter, then advance it 12 steps clockwise, and write down the letter it 

now points to. “RSA ROCKS” is thus encrypted to “ABMJA OWB”. 

 

We transmit this message, along with our public key, 17. The recipient looks at each 

letter in the message, sets the hand on the dial to that letter, and advances the hand 17 

steps clockwise, and writes down the letter thus pointed to. The result is the original 

message restored.  

 

There are many problems with this system; not least that the public key can easily be 

derived from the private key and vice versa (12+17=29). However, it does 

demonstrate the basic idea of RSA: find a way of moving the hand around the dial 

which brings us back to where we started, and which can be broken into two steps 

which consist of the same operation applied using a different key. 

                                                
1 29 isn‟t an arbitrary choice, as, for reasons which will become obvious later, it makes the examples 

easier to construct. It is possible, however, to construct the examples using any number of points on the 

clock face greater than 1. 
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If we return to our simple example, we can quickly construct a table showing which 

letters in the plaintext correspond to letters in the ciphertext. It immediately shows 

how weak the encryption is: 

 

Plaintext Ciphertext 

A M 

B N 

C O 

D P 

E Q 

F R 

G S 

H T 

I U 

J V 

K W 

L X 

M Y 

N Z 

O space 

P comma 

Q full stop 

R A 

S B 

T C 

U D 

V E 

W F 

X G 

Y H 

Z I 

space J 

comma K 

full stop L 

 

We get a better result if we take the following procedure: for each letter, take the 

corresponding number, and multiply by 15. Then set the hand to zero, and advance it 

however many places clockwise as we got for the result. So B, at position 1, gives 15 

when multiplied; so we put the pointer back to A and then advance it 15 steps 

clockwise to P. Now RSA ROCKS becomes XJANXHBFJ. We can see at once that 

the encryption is stronger – using multiplication rather than addition scrambles the 

letters rather more: 
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Plaintext Ciphertext 

A A 

B P 

C B 

D Q 

E C 

F R 

G D 

H S 

I E 

J T 

K F 

L U 

M G 

N V 

O H 

P W 

Q I 

R X 

S J 

T Y 

U K 

V Z 

W L 

X space 

Y M 

Z comma 

space N 

comma full stop 

full stop O 

 

How do we decode this message? The corresponding public key is 2, so decryption 

proceeds as before, this time multiplying the number corresponding to the plaintext 

letter by 2. 

 

Although this looks a bit stronger, actually it‟s quite straightforward to derive the 

private key 15 from the public key 2 (it will become apparent why later, but for now 

we just observe that for a key pair D,E to work in this scenario, DE has to be one 

more than a multiple of 29; in this case, DE=2x15=30=1x29+1). So we need a more 

complex method. 

 

Such a method is to replace multiplication with raising to a power, and this is what 

RSA uses. The “dial” in use in RSA typically has many billions of points on it rather 

than just 29, but the principle is essentially the same. RSA works by finding two 

numbers D and E so that raising the plaintext (expressed as a number) to the power of 

D gives a ciphertext, and raising the ciphertext to the power of E gives back the 

(numerical representation of the) original plaintext. Of course, if we simply raised a 

number to two powers in succession we would normally end up with a much bigger 
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number, rather than the original number back again; performing our calculations on 

the dial, however, keeps us within the same range of numbers. 

 

With this preliminary picture in mind, we can now go on to consider the mathematics 

in detail. 

Mathematical Background 

To understand RSA there are a few points of mathematics we can‟t avoid. These are: 

 

 Notation 

 Using indices 

 The greatest common divisor or gcd 

 Prime numbers 

 Factors 

 Modular arithmetic 

 Multiplicative inverses (easier to understand than pronounce) 

 

If you still remember your maths from school or university, you may wish to skip 

most of this section, but you should probably review the last two topics in any case. 

Notation 

We‟ll introduce some notation specific to this problem as we go along but there are a 

few things we should refresh our memory about. 

 

When we want to write down “4 multiplied by n” we can just write 4n. In general, we 

represent two things multiplied together by writing them down next to each other. If 

this is confusing – for example, trying to write 3 times 17 as 317 – we use a dot to 

represent the multiplication (so we would have 3∙17). 

 

We sometimes come across expressions like this one: 

 

 4+10(7-3) 

 

In this case we can just work it out: 7-3=4, 10∙4 = 40, 40+4=44. But what about 

 

 4+10(x-y) 

 

We can‟t work this out but we can re-arrange it; the rule is that we have to multiply 

everything in the brackets by 10:  

 

 4+10x-10y 

 

Note that we keep the minus sign in front of the y. That‟s because the original 

expression is really a short form of  

 

 4 + 10 (x+(-y)) 

 

so multiplying the 10 across the brackets gives us 

 

 4 + 10x + (10∙-y) 
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=  4 + 10x + (-10y) 

=  4 + 10x – 10y 

 

This way of thinking is handy when we have an expression like 

 

 81 – 10 (7-3) 

 

Again, in the case where we just have numbers, we can work out the value: 7-3=4, 

10∙4=40, 81-40=41. What about: 

 

 81-10(x-y) 

 

This is just a shorthand for 

 

 81+ (-10 ∙ (x + (-y))) 

 

So if we multiply the -10 across the brackets we get 

 

 81 + (-10x + (-10 ∙ -y)) 

 

=  81 + (-10x + 10y) 

 

=  81 –10x + 10y 

 

Now suppose we have a number that we‟re calling x, and we want to write down “x 

multiplied by itself”. We can of course write x∙x, or xx; however, mathematicians 

prefer to write x
2
 (pronounced “x to the power of 2”

2
). This is the same as saying 

“write x down twice and multiply all the x‟s together.” Thus x
3
 is x∙x∙x, x

4
 is x∙x∙x∙x 

and so forth. In an expression like x
4
 we call 4 the index. 

 

Finally, when we‟re working towards a result we‟ll use the symbol => to mean 

“implies”, for example 2x=4 => x=2 is read as “2x equals 4 (which) implies x=2”. 

Using indices 

It‟s pretty clear that whenever we multiply an expression like x
n
 by x, the index 

increases by one: so x
4
∙x is x

5
, x

5
∙x is x

6
 and so on. Similarly, dividing by x means the 

index goes down one; so x
4
/x is x

3
, x

3
/x is x

2
 etc. 

 

Now it follows from this that x
1
 is just x (because x

1
=x

2
/x=x∙x/x=x). A bit more 

surprisingly, it follows that x
0
 is 1 (x

0
=x

1
/x=x/x=1) and x

-1
=1/x (x

-1
=x

0
/x=1/x). 

 

Also (and importantly from the point of view of RSA): 

 

 (x
a
)

b
=x

ab
  for example 

 

 (2
3
)

2
=2

6
  (work this out if you‟re not convinced) 

 

                                                
2 Because x2 is the formula for the area of a square of side x; this is usually read “x squared”, and for 

similar reasons, x3 is read “x cubed”. Saying “x to the power of 2” (or 3) is perfectly correct, though. 
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The reason is clear if we go back to what we first said about indices: to get the value 

of (x
a
)

b
 we write down x

a
 b times and multiply them all together. Now to get x

a
 we 

write down x a times and multiply them all together. So to (x
a
)

b 
we write x a times 

once, twice… b times; so we write x ab times. 

 

Another important result we need to bear in mind is that for any n, 1
n
 is 1 (because 

however often we multiply 1 by itself, we just keep getting 1). 

The greatest common divisor 

We say that an integer (whole number) a divides an integer b, and write a|b, if we can 

divide b by a and have no remainder. So 2|10 and 5|10, for example. We say in this 

case that 2 and 5 are divisors of 10. The greatest common divisor (or gcd) of two 

numbers is the highest number which divides both of them. So gcd(10,20) is 10, and 

gcd(16, 24) is 8. 

 

There is quite an elegant way of working out the gcd even for very large numbers; it‟s 

known as Euclid‟s algorithm and it goes as follows. Suppose we want to find 

g=gcd(a,b). We can begin by dividing a by b and finding the remainder: 

 

 a=nb+r 

 

for some integers n and r. We see that gcd(a,b) divides a, so it must divide nb+r. Since 

it divides b, it divides nb; so it must also divide r. That is, gcd(a,b) divides both r and 

b (as well as a). We don‟t know that it‟s the greatest common divisor of r and b, but 

we can claim 

 

 gcd(a,b) <=gcd(r,b) 

 

because we know it can‟t be any bigger than gcd(r,b), by definition. 

 

Now, gcd(b,r) clearly divides r, b, therefore nb, and therefore nb+r. It therefore 

divides a. Thus gcd(b,r) divides both a and b (as well as r). We don‟t know that it‟s 

the greatest common divisor of a and b, but we can write 

 

 gcd(b,r) <= gcd(a,b) 

 

because we know it can‟t be any bigger than gcd(a,b), by definition. 

 

So we‟ve shown that gcd(b,r)>=gcd(a, b) and gcd(b,r)<=gcd(a,b). This implies that 

gcd(b,r)=gcd(a,b). So our original exercise of rewriting a: 

 

 a=bn+r 

 

actually simplifies the problem, since if we now find gcd(b,r) – and b and r are 

smaller numbers – we‟ll find gcd(a,b). We find gcd(b,r) by repeating the operation 

and getting still smaller numbers. Eventually we get a line with no remainder, ie a line 

of the form 

 

 a=bn 
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In this case, gcd(a,b)=b, because b divides both a and b there can‟t be a number bigger 

than b which divides b.  

 

Let‟s see this in action, calculating gcd (1547, 560): 

 

 1547=2∙560+427 

 

So gcd(1547,560)=gcd(560, 427): 

 

 560=1∙427+133 

 

(…=gcd(427,133)) 

 

 427=3∙133+28 

 133=4∙28+21 

 28=1∙21+7 

 21=3∙7 

 

So gcd(28,21)=gcd(133,28)=…=gcd(1547,560)=7 

 

There‟s an important consequence of this result, which goes like this: 

 

 7=28-21      but 21=133-4∙28 so 

 7=28-(133-4∙28)=5∙28-133   but 28=427-3∙133 so  

 7=5(427-3∙133)-133 =5∙427-16∙133  but 133=560-427 so 

 7=5∙427-16(560-427)= 21∙427-16∙560  but 427=1547-2∙560 so 

7=21(1547-2∙560)-16∙560=21∙1537-58∙560 

 

That is, if gcd(a,b)=7 we can write 7=ua+vb where u and v are (not necessarily 

positive) integers. 

Prime numbers 

Every number greater than 1 has two divisors – itself and 1. These are called trivial 

divisors, not because they‟re not interesting but because trivial is another way of 

saying “true in all cases”.  

 

A prime number is a number with no non-trivial divisors, ie, a number divisible only 

by itself and 1. Of the first ten whole numbers, 2,3,5 and 7 are primes while 1, 4, 6 

and 8 are not. (1 is a bit tricky, since whether it counts as a prime or not depends on 

the exact wording of our definition of a prime; However, as we will see later, primes 

in general have some interesting properties which 1 doesn‟t, so we won‟t count 1 as a 

prime). 

 

As well as describing numbers as prime, we can also talk about pairs of numbers 

being relatively prime (or coprime) if they share no divisors. So 14 and 15 are 

coprime, but 15 and 12 are not (they are both divisible by 3). Another way we can say 

this is to observe that gcd(14,15)=1. 
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We can write down any number as the product of a series of primes (maybe only 1 

and itself). These are called the prime factors of the number. For example, the prime 

factors 84 are 2, 2, 3 and 7, because 2∙2∙3∙7=84. 

Factors 

x is a factor of y if x|y, that is, if there is some whole number we can multiply x by to 

get y. There are a couple of points about factors that we‟ll call on as we proceed. One 

is that if x|(a+b) and x|a then x|b. 

 

Let‟s work through an example with x=10, a=30 and b=40. we have a+b=70 so 

x|(a+b), x|a and x|b because 10|70, 10|30 and 10|40. Of course, we chose the values 

we did to make this the case. Let‟s see why it must always be the case. 

 

Suppose we start at 0 and add x, and keep adding x to the result, so we have 0,x,2x,3x 

and so forth. Since x|a, eventually we‟ll get to a. If we carry on adding x repeatedly, 

we‟ll eventually get to a+b. So to get from a to a+b, we added x a whole number of 

times. So b must equal a whole number of x‟s, that is x|b. 

 

Now a more complex result. If x|a and y|a and gcd(x,y)=1 then xy|a. That is, if a is a 

multiple of both x and y, and x and y have no common factors, a is a multiple of xy. 

 

If x|a then a must be divisible by all the factors of x; and similarly, if y|a then a must 

be divisible by all the factors of y. Suppose we write down all the factors of x and 

successively divide a by each of them, ending up with a/x. We still haven‟t divided a 

by any of the factors of y, since x and y have no factors in common. So a/x must be 

divisible by y, which is another way of saying that (a/x) / y is a whole number. This 

implies that a/(xy) is a whole number, ie, xy|a. 

Modular arithmetic 

Think of a number x, divide by 11 and take the remainder. The result – which must be 

a number between 0 and 10 – is what we call x modulo 11. If you were to count 

modulo 11, you‟d count 0,1,2,3,4,5,6,7,8,9,10 and then, instead of going on to 11, go 

back to zero. The times on a clock are a sort of modulo counting – when we get to 12 

o‟Clock we go back to 1 o‟Clock rather than carrying on to 13 o‟Clock. 

 

We can, of course, count in many different modulos, not just modulo 11. RSA is 

based on counting modulo very high numbers. And, just as we can count in a modulo, 

we can add up, multiply, and raise to powers in a modulo – we perform the operation 

as normal, divide the answer by our modulus (as 11 would be called in our example) 

and take the remainder. Here are a few examples of modulo 11 arithmetic 

 

 8+8 = 5 (because 8+8=16, and 16/11 is 1 r 5) 

 7∙8 = 1 (because 7*8=56, and 56/11 is 5 r 1) 

  5^2 = 3 (because 5^2=25, and 25/11 is 2 r 3) 

 

And here are the same examples modulo 12 

 

 8+8 = 4 (because 8+8=16, and 16/12 is 1 r 4) 

 7∙8 = 8 (because 7*8=56, and 56/12 is 4 r 8) 

  5^2 = 1 (because 5^2=25, and 25/12 is 2 r 1) 
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Now you‟ll probably have realised that, if we‟re counting modulo 11, the numbers 

1,12,23,34… are all equivalent to one another in the sense that when we take them 

modulo 11 (ie, divide by 11 and look at the remainder) they all come to 1. We say that 

these numbers are congruent modulo 11, and we write 

 

 12 ≡ 1 mod 11 

 23 ≡ 12 mod 11 

 23 ≡ 1 mod 11 

 

etc ( the „≡‟ sign is pronounced “is congruent to”) 

 

You can probably see that, for any number greater than or equal to 11, it is congruent 

mod 11 to just one number between 0 and 10. These numbers – between 0 and 10 – 

are called the least non-negative residues modulo 11. Residue here is just a fancy 

word for remainder, and least non-negative just indicates that this is as small as we 

can get without going below 0. 

 

Congruence mod m is generally defined in the following terms: a is congruent with b 

mod m if the difference between a and b is divisible by m. We might write in general: 

 

 a ≡ b mod m  

=> m|(a-b) 

=> a = b+xm for some integer x 

 

Note that this is valid even for x=0, ie, if a=b then m|(a-b) and a≡b mod m. That is to 

say, every number is congruent with itself. 

 

If a≡b mod m and c≡d mod m, it follows that for some integers x and y: 

 a=b+xm 

 c=d+xm 

so that 

 a+c=b+d+xm+ym 

=> a+c=b+d+m(x+y), ie m divides the difference between a+c and b+d  

=> a+c ≡ b+d mod m 

 

The same goes for a-c and b-d, by the same logic. Further 

 

 ac=(b+xm)(d+ym) 

=> ac=bd + bym + dxm + xym
2 

=> ac=bd + m(by+dy+xym), ie m divides the difference between ac and bd 

=> ac ≡ bd mod m 

 

In short, if we have two congruences a≡b mod m and c≡d mod m we can add them, 

subtract them, and multiply them. Note that this only applies if they are congruent in 

the same modulus. We can‟t add a≡b mod m to c≡d mod n in general.
3
 

 

                                                
3 We can do this if m|n; the same proofs apply in this case, because every multiple of n is also a 

multiple of m. 
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An important operation we can perform goes as follows: if 

 a≡b mod m and 

 a≡b mod n and 

 gcd(m,n)=1 then 

 a≡b mod mn 

 

That‟s because we have m|(a-b) and n|(a-b), and since gcd(n,m)=1, nm|(a-b) (see the 

section on factoring above if you can‟t remember why). 

Multiplicative Inverses 

You might have noticed that we mentioned addition, multiplication and raising to a 

power in modular arithmetic, but not division. That‟s because, on the whole, when 

working in modular arithmetic we‟re interested in whole numbers, and division (on 

the whole) causes problems by bringing fractions into the picture. There is a special 

case of division, however, which we‟re interested in, which is division where the 

answer is 1. 

 

If we divide any number x by itself (assuming x isn‟t zero) we get 1; x/x=1 for non-

zero x. Another way of putting this is x∙1/x=1; 1/x is sometimes called the inverse (or 

multiplicative inverse) of x. Now, you may remember from our discussion of raising 

to a power that 1/x can be written x
-1

, so it should make sense when we say that x
-1

 is 

the multiplicative inverse of x. 

 

Now, in normal arithmetic, if x is a whole number like 6, x
-1

 is a fraction (1/6 in this 

case). In modular arithmetic, this rule doesn‟t apply: 

 

 7∙8 = 1 mod 11 (because 7∙8=56 and 56/11=5 r 1)  

 

So, mod 11, 7
-1

 is 8 and 8
-1

 is 7 because it must be true that 

 

 7∙7
-1

 =1 mod 11 and 

 8∙8
-1

 = 1 mod 11 

 

Thus we say that, mod 11, 7 is the multiplicative inverse of 8 and vice versa. 

 

That‟s all the maths we have to understand. Let‟s move on and look at how RSA 

works. 

Foundations of RSA 

RSA is founded on an interesting thing which happens when we raise numbers to a 

power and take the result modulo some number. Consider the following table. The left 

hand column represents the value of a number, a, in the range 1-10. The next column 

is a
0
 mod 11 (see footnote

4
), then next is a

1
 mod 11, and so on. We multiply by a on 

each step across the table. The top row shows the index (0 for a
0
, 1 for a

1
 etc). The 

values in the cells are (of course) a
i
 mod 11. 

 

                                                
4 11 is chosen here because it is a prime, but the example given can be demonstrated with any prime. 

Later we will show how the same results can be accomplished (within well-specified limits) for non-

primes. 
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 i=0 1 2 3 4 5 6 7 8 9 10 

a=1 1 1 1 1 1 1 1 1 1 1 1 

2 1 2 4 8 5 10 9 7 3 6 1 

3 1 3 9 5 4 1 3 9 5 4 1 

4 1 4 5 9 3 1 4 5 9 3 1 

5 1 5 3 4 9 1 5 3 4 9 1 

6 1 6 3 7 9 10 5 8 4 2 1 

7 1 7 5 2 3 10 4 6 9 8 1 

8 1 8 9 6 4 10 3 2 5 7 1 

9 1 9 4 3 5 1 9 4 3 5 1 

10 1 10 1 10 1 10 1 10 1 10 1 

 

There‟s a few things we can spot right away. First of all, for every a, a
10

 mod 11 is 1. 

Second, for most a, there is a lower non-zero value of i for which a
i
≡1 mod 11; and in 

all such cases, i|10. The lowest non-zero value of i for which a
i
 ≡ 1 mod 11 is called 

the order of a mod 11, written ord(a). 

 

These properties are not accidental. If we chose any prime p, and calculated a
i
 mod p 

for a and i less than p, we would observe that for all a: 

 

 a
p-1

 ≡ 1 mod p 

 ord(a)|p-1 

 

where ord(a) is the order of a mod p. 

 

Why do these generalities hold? First of all take a look at the line for a=3. We see the 

values 3,9,5,4,1 repeated twice. Now, whatever modulus we‟re working in, the left 

hand column (a
0
) is going to contain all 1‟s. Each column after that contains the 

number in the column to the left multiplied by a. So, once these multiplications get 

back to 1, the pattern is bound to repeat, because we‟re performing exactly the same 

operations as we did to begin with. 

 

How can we be sure that a
i
 will ever take the value 1 (except at the beginning, where 

it‟s bound to occur)? To reassure ourselves on this point, we need to take a look at 

another couple of tables. First, the familiar multiplication table: 

 

 1 2 3 4 5 6 7 8 9 10 

1 1 2 3 4 5 6 7 8 9 10 

2 2 4 6 8 10 12 14 16 18 20 

3 3 6 9 12 15 18 21 24 27 30 

4 4 8 12 16 20 24 28 32 36 40 

5 5 10 15 20 25 30 35 40 45 50 

6 6 12 18 24 30 36 42 48 54 60 

7 7 14 21 28 35 42 49 56 63 70 

8 8 16 24 32 40 48 56 64 72 80 

9 9 18 27 36 45 54 63 72 81 90 

10 10 20 30 40 50 60 70 80 90 100 
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Now the same table, with the results taken modulo 11 (or, if we‟re being technical, 

showing the lowest non-negative residue congruent with the result mod 11): 

 

 1 2 3 4 5 6 7 8 9 10 

1 1 2 3 4 5 6 7 8 9 10 

2 2 4 6 8 10 1 3 5 7 9 

3 3 6 9 1 4 7 10 2 5 8 

4 4 8 1 5 9 2 6 10 3 7 

5 5 10 4 9 3 8 2 7 1 6 

6 6 1 7 2 8 3 9 4 10 5 

7 7 3 10 6 2 9 5 1 8 4 

8 8 5 2 10 7 4 1 9 6 3 

9 9 7 5 3 1 10 8 6 4 2 

10 10 9 8 7 6 5 4 3 2 1 

 

 

We see that, for every number a there is a number b such that ab=1; that is, b=a
-1

, ie, 

is the multiplicative inverse of a. This is always the case for a prime modulus, as we‟ll 

see when we come to deal with non-prime moduli. For now, let‟s just assume that 

there is such an inverse for every a and return to our question: how can we be 

confident that a
i
=1 mod m for some i? 

 

Well, we know that a
i
 mod m can only take a finitely many values (1 to m-1), so if we 

extend the table far enough to the right far enough, at least one value must be 

repeated. Let‟s say that for some m we find that a
5
 and a

45
 have the same value mod 

m; then we have 

 

 a
5
≡a

45
 mod m 

 

but we know that there is an a
-1

, and since every number is congruent with itself, we 

can write 

 

 a
-1

≡a
-1

 mod m 

 

We can multiply congruences, and multiplying these gives us 

 

 a
5
∙a

-1
≡a

45
∙a

-1
 mod m 

 

which we can simplify to 

 

 a
4
 ≡ a

44
 mod m 

 

Multiplying four more times gives us 

 

 a
0
 ≡ a

40
 mod m 

 

but of course a
0
 is 1 so we have 

 

 a
40

≡1 mod m. 
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We‟ve chosen 45 and 5 at random here; so long as there is some repetition, though, 

we can apply the same logic, so we‟re guaranteed that a
i
=1 for some i. And since the 

row can be infinitely long, but can only contain a finite number of different values, we 

are guaranteed some repetition. 

 

Time for a quick review. We noticed in the first table that for all a 

 

 a
10

 ≡ 1 mod 11 

 ord(a)|10 

 

and we‟re trying to show that this wasn‟t a fluke, that this is how such a table would 

generally look. We‟ve shown that if a has a multiplicative inverse then there will be 

some i for which a
i
=1; and it‟s obvious that the sequence of numbers in each row 

(which begins with 1) will repeat itself once it reaches 1. We can now go on to show 

that ord(a)|10, that is, that the lowest non-zero value of i for which a
i
≡1 mod 11 

divides 10, for any a. 

 

Suppose we write down all the numbers from 1 to 10 and then pick a value for a in the 

range 1 to 10. Now, starting at 1, we draw a line to a; then we draw a line to a
2
 mod 

11; then a
3
 mod 11; and so on, essentially moving from each number to a times that 

number, mod 11. We‟ve already seen that there‟ll be some i for which a
i
 mod 11 =1; 

so we know we‟ll eventually end up back at 1. If we then count the numbers in the 

path, we see that there are (pretty much by definition) ord(a) of them. 

 

Now there are two possibilities here: either we‟ve visited every number before we 

ended up back at 1, or we haven‟t. Let‟s consider the case where we haven‟t, and say 

that we call the lowest number left on the page n. Starting at n, we draw a line to na 

mod 11; then to na
2
 mod 11; then to na

3
 mod 11; again moving from each number to a 

times that number, mod 11. 

 

This second path will have three interesting properties: it won‟t visit any of the 

numbers in the first path; it will end up back at n; and it will have the same number of 

numbers as the first path. 

 

We know that a has a multiplicative inverse a
-1

. So each step along the path is 

reversible: instead of multiplying by a, we multiply by a
-1

. Now for any number a
-1

 

only has one value. If the two paths we‟ve drawn coincided, at, say c, then that means 

there are two values, say, i and j, such that ai mod 11 = c and aj mod 11=c. That 

would imply that ca
-1

 was equal to both i and j; so i and j can‟t be different numbers; 

so the second path can‟t visit any of the numbers on the first path. 

 

By the same logic, every number in any path has to be connected to at most two other 

numbers (it might be connected just to itself, as is the case for a=1, because 

1
1
=1

2
=1

3
=…=1).  

 

There is a finite number of numbers on the page, but we can go on multiplying by a 

indefinitely, so the path must start to revisit itself at some point. Let‟s say we‟re about 

to draw the line which will make the path revisit itself. All the numbers in the path, 

apart from n and the one we‟re about to draw from, are already connected to two other 
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numbers. So from our previous conclusion, the only number we could draw the line to 

is n. So the path ends up back at n. 

 

Now we know that n has a multiplicative inverse n
-1

. Let‟s take a different coloured 

pen and draw a line from each number b on the second path to bn
-1

 mod 10. In the 

case of na
3
 we have na

3
n

-1
=a

3
; in the general case we have na

i
n

-1
=a

i
. Of course a

i
 is a 

number on our first path. So we can draw a line from every number in our second path 

to a number in our first path. The reverse is also true; if we looked at every number in 

the first path a
i
 we could draw a line to na

i
 in our second path. 

 

By the same reasoning which meant that no two lines in our paths could have the 

same destination, no two of these lines may have the same destination. That is, each 

of the lines joining the two paths joins a unique pair of numbers. Since we can draw a 

line from each number in both paths, there must be the same number of numbers in 

both paths. 

 

Having drawn both paths, we have either now visited every number on the page, or 

not. If not, we can construct a third path, the properties of which will be the same as 

the second: it won‟t visit any numbers in the existing paths; it will come back to 

where it started; and it will have the same number of numbers as the existing paths. 

 

We can keep drawing paths like this, all of which have the same properties, until there 

are no numbers left on the page. We end up with a number of paths, all of which have 

the same number of numbers in them, and which between them have 10 numbers in 

them. So, the 10 numbers are divided evenly amongst the paths; that is, the number of 

numbers in the paths divides 10 evenly; so ord(a)|10. 

 

Now suppose we were so impressed with this result that, the next time we decorated 

the bathroom, we wanted to use it somewhere in the design. We might write out 

ord(a) for a in the range 1 to 10, and then go and buy some square tiles of size 

ord(1)cm, ord(2)cm, ord(3)cm… In this case we‟ll end up with some 1cm tiles, some 

2cm tiles, some 5cm tiles and some 10cm tiles. Now we lay a row of 1cm tiles. 

Beneath it we lay a row of 2cm tiles, beneath that a row of 5cm tiles and below that a 

row of 10cm tiles. 

 

When we look at the pattern, we see that there is a repeating pattern. For every 10cm 

tile, we have exactly 2 5cm tiles, 5 2cm tiles and 10 1cm tiles. The pattern repeats, 

then, every 10cm. In the same way, the pattern of numbers we see when we examine 

a^i mod 11 for increasing i repeats every 10 numbers, because the patterns for 

individual values for a repeat every 1,2,5 or 10 numbers. So a
10

 ≡ a
20

 ≡ a
30

 mod 11; 

and a
10

≡a
0
 mod 11, ie a

10
≡1 mod 11. 

 

If this doesn‟t convince you, here‟s a slightly more formal proof that a
10

 mod 11 =1 

(in general, for prime m, a
m-1

 mod m=1) 

 

Let‟s consider the product of all the numbers 1 to 10: 

 

 1 ∙ 2 ∙ 3 ∙ 4 ∙ 5 ∙ 6 ∙ 7 ∙ 8 ∙ 9 ∙ 10 = 3628800 

 



16 

Now let‟s multiply each by some value for a, say, 5, and take the result mod 11; and 

work out the product of the results: 

 

 5 ∙ 10 ∙ 4 ∙ 9 ∙ 3 ∙ 8 ∙ 2 ∙ 7 ∙ 1 ∙ 6 = 3628800 

 

The answer is the same because if we multiply any two numbers b,c which aren‟t 

congruent mod 11 by some number a, the results must also be non-congruent unless a 

is a multiple of 11.  

 

That‟s because if b and c aren‟t congruent mod 11, then (b-c) isn‟t divisible by 11; 

and if (b-c) isn‟t divisible by 11, then a(b-c) isn‟t either, unless a is, or a shares a 

common non-trivial factor with 11, and b-c shares a common factor with 11/a. 

However, no number shares a non-trivial factor with 11 because it has no non-trivial 

factors; so ab-ac isn‟t divisible by 11 and so ab isn‟t congruent to ac mod 11. 

 

However, we notice that what we‟ve worked out is 

 

 1a∙2a∙3a∙4a∙5a∙6a∙7a∙8a∙9a∙10a 

 

which is  

 1 ∙ 2 ∙ 3 ∙ 4 ∙ 5 ∙ 6 ∙ 7 ∙ 8 ∙ 9 ∙ 10 ∙ a
10

 

 

So multiplying by a
10

 hasn‟t altered the result; ie, a
10

≡1. 

 

Let‟s recap again. We‟ve observed that, for a prime m, and 0<a<m, a
m-1

≡1 mod m. 

We‟ve gone some way to understanding this and also satisfied ourselves that it‟s a 

general result. We now have to consider the case of non-prime m. The following table 

shows a
i
 mod 12 in the same way as our first table showed a

i
 mod 11: 

 

 i=0 1 2 3 4 5 6 7 8 9 10 11 

a=1 1 1 1 1 1 1 1 1 1 1 1 1 

2 1 2 4 8 4 8 4 8 4 8 4 8 

3 1 3 9 3 9 3 9 3 9 3 9 3 

4 1 4 4 4 4 4 4 4 4 4 4 4 

5 1 5 1 5 1 5 1 5 1 5 1 5 

6 1 6 0 0 0 0 0 0 0 0 0 0 

7 1 7 1 7 1 7 1 7 1 7 1 7 

8 1 8 4 8 4 8 4 8 4 8 4 8 

9 1 9 9 9 9 9 9 9 9 9 9 9 

10 1 10 4 4 4 4 4 4 4 4 4 4 

11 1 11 1 11 1 11 1 11 1 11 1 11 

 

We notice at once that the picture is more complex: for a=2,3,4,6,8,9 and 10 there is 

no i for which a
i
 mod 12=1. If however, we look at rows 1,5,7 and 11, a familiar 

picture appears: 
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 i=0 1 2 3 4 5 6 7 8 9 10 11 

a=1 1 1 1 1 1 1 1 1 1 1 1 1 

5 1 5 1 5 1 5 1 5 1 5 1 5 

7 1 7 1 7 1 7 1 7 1 7 1 7 

11 1 11 1 11 1 11 1 11 1 11 1 11 

 

We recall that our guarantee that 1 would occur on a row rested on a having a 

multiplicative inverse. So we would suspect that only 1,5,7 and 11 have multiplicative 

inverses modulo 12; a look at the multiplication table confirms this: 

 

 1 2 3 4 5 6 7 8 9 10 11 

1 1 2 3 4 5 6 7 8 9 10 11 

2 2 4 6 8 10 0 2 4 6 8 10 

3 3 6 9 0 3 6 9 0 3 6 9 

4 4 8 0 4 8 0 4 8 0 4 8 

5 5 10 3 8 1 6 11 4 9 2 7 

6 6 0 6 0 6 0 6 0 6 0 6 

7 7 2 9 4 11 6 1 8 3 10 5 

8 8 4 0 8 4 0 8 4 0 8 4 

9 9 6 3 0 9 6 3 0 9 6 3 

10 10 8 6 4 2 0 10 8 6 4 2 

11 11 10 9 8 7 6 5 4 3 2 1 

 

Further, we now see that there is a value of i for which a
i
=1 for all the members of the 

set {1,5,7,11}, namely 4. The proof offered above for the generality of this result 

works here as well. It turns out that the key number is not simply one less than the 

modulus, but rather the number of values in the least non-negative residues that have 

multiplicative inverses. Now we noted in our proof that a
m-1

=1 mod m for m=11 that 

this relied on a having no common factor with m; and we notice now that the numbers 

which have multiplicative inverses mod 12 are coprime with 12. Is this a coincidence? 

 

We would hope not, because if it isn‟t we can generally define a function f(m) which 

gives the number of integers less than m which are coprime with it; and then we can 

say that for a such that a and m are coprime, a
f(m)

 ≡ 1 mod m. This is important 

because if 

 

 a
f(m)

≡1 mod m 

 

then since a≡a mod m, 

 

 a
f(m)+1

≡a mod m (by multiplication) 

 

so if we find two numbers d and e such that  

 

 de=f(m)+1 then 

 

 a
de

 ≡ a mod m, so that 
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 (a
e
 mod m)

d
 mod m = a 

 

ie, d and e are suitable for use as encryption and decryption keys. 

 

Happily, there is such a function; it‟s called Euler‟s Phi, and it‟s written (m). We 

won‟t go into detail here about how to calculate it in the general case, although we 

will look at one feature of its calculation in a moment. First, though, we have to 

satisfy ourselves that (m) isn‟t simply the number of numbers less than m which are 

coprime with m; it is also the number of numbers which have multiplicative inverses 

modulo m. 

 

This is bound to be true if, as we suspect, numbers which are coprime to m have 

multiplicative inverses mod m (because then we are counting the same numbers). In 

fact, this is the case, as we will now show. The result rests on our observations about 

the greatest common divisor in the introduction. 

 

Let d=gcd(a,m) for some number a, and let b=a
-1

. Then,  

 

 ab≡1 mod m 

 

=> m|(ab-1)   Also, 

 

 d>1 and d|m  

 

=> d|(ab-1) 

 

But d|a so d|ab; in which case d|1. But d can‟t divide 1 if d>1; so there can‟t be any 

d=gcd(a,m) greater than 1 if there is b=a
-1

.  

 

This means that, if a
-1

 exists, gcd(a,m)=1. However, we have yet to show that if 

gcd(a,m)=1, a
-1

 exists.   

 

First, recall the result we saw for the greatest common divisor – if gcd(a,m)=g then 

there are two integers u and v such that g=ua+vm.  So if gcd(a,m)=1 we have 

 

 ua+vm=1 

 

=> vm=1-ua 

 

=> m|1-ua 

 

=> ua≡1 mod m 

 

=> u=a
-1

 

 

So, every number a in the least non-negative residue set for modulo m which has a 

multiplicative inverse has gcd(a,m)=1, and vice versa. A count of those numbers a for 

which gcd(a,m)=1 is therefore a count of those numbers which have multiplicative 

inverses. We write this count (m), and observe that for a with gcd(a,m)=1, a
(m)

≡1 

mod m. We‟ve shown this for prime m, but not for non-prime m. 
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You might recall that our proof of this for prime m rested on writing out all the values 

of a between 1 and m-1 and taking their product, and them multiplying them by a and 

observing that the product did not change, because the new set of numbers was just a 

re-arrangement of the old set. 

 

For our proof to work with non-prime m, we have to be able to write down all the 

values of a for which gcd(a,m)=1 and pull the same trick. Let‟s try it for m=12 and 

a=5 

 

 1 ∙ 5 ∙ 7 ∙ 11= 385 

 

Multiplying each number by 5: 

 

 5 ∙ 1 ∙ 11 ∙ 7 = 385 

 

This looks promising. How can we satisfy ourselves that if we multiply two numbers 

from this set {5,1,11,7}, we‟ll always end up with another number from the set? 

 

Let‟s pick two numbers x and y which have multiplicative inverses; let w=x
-1

y
-1

 

 

Let xy≡z mod m. Now, 

 

 xyw≡1 mod m 

 

=> zw≡1 mod m 

 

=> w=z
-1

 mod m 

 

Which means that z has a multiplicative inverse. So multiplying two numbers with 

multiplicative inverses always gives a number with a multiplicative inverse, so our 

proof will hold. 

 

There‟s one last bit of maths we need to cover before we go on to look at RSA in 

action. We‟ve observed that, for prime p, (p)=p-1. This is because all the numbers 

less than p are coprime with p, because p isn‟t divisible by anything but itself; and 

remember that (p) is the count of numbers less than p which are coprime to p. Let‟s 

consider the value of (pq) where p and q are both primes (actually what follows 

works for any p and q where gcd(p,q)=1). 

 

For every number j in the range 1 to pq-1 we consider the least non-negative residue 

of j mod p and j mod q. Let‟s call these j1 (for j mod p) and j2 (for j mod q). Now, 

let‟s first reassure ourselves that for any given j1, j2 pair, there‟s only one 

corresponding j. To do this, let‟s suppose there was another j‟ such that  

 

 j‟≡j1 mod p   and 

 j‟≡j2 mod q 

 

Since  
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 j≡j1 mod p   and 

 j≡j2 mod q 

 

we have (by subtraction) 

 

 j‟-j ≡ 0 mod p   and 

 j‟-j ≡ 0 mod q. 

 

Since gcd(p,q)=1 we can multiply to get 

 

 j‟-j ≡ 0 mod pq 

 

However, in the range 0 to pq, only one number (0) is congruent to 0 mod pq; so j‟-

j=0, that is j‟=j; there is no second number congruent to j1 and j2. 

 

Now, gcd(j, pq) =1 just if gcd(j,p)=1 and gcd(j,q)=1. Now gcd(j, p)=1 just if gcd(j1, 

p) =1, and similarly for q and j2. There are (by definition) (p) possible values for j1 

such that gcd(j1, p)=1; and there are (q) values for j2 such that gcd(j2,p)=1. Thus 

there are (p)(q) pairs (j1,j2) where gcd(j,pq)=1 for the corresponding j. 

 

That is if gcd(p,q)=1 then (pq)=(p)(q). If p and q are both prime then this implies 

that (pq)=(p-1)(q-1). 

 

 

So, we set out to try to find some way of finding d, e and m so that 

 

 (a
e
 mod m)

d
 mod m=a 

 

We discovered that 

 

 a
(m)

 ≡ 1 mod m for gcd(a,m)=1 

 

=> a
(m)+1

 ≡ a mod m for gcd(a,m)=1  

 

Now if a
(m)

 ≡ 1 mod m then, by multiplying this by itself k times we have: 

 

 a
k(m)

 ≡ 1 mod m 

 

for any positive integer k; so we can also have 

 

 a
k(m)+1

 ≡ a mod m for gcd(a,m)=1.  

 

We‟ve satisfied ourselves also that this holds for any m, prime or non-prime, so it will 

hold for m=pq where p and q are both primes. We‟ve also seen that if m=pq and p and 

q are both primes, (m)=(p-1)(q-1). 

RSA In Action 

Our first task is to convert the data we want to encode into numbers which we can 

manipulate in our formulae. Suppose the data is stored in bytes; we can regard a 
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sequence of s bytes as an 8s digit binary number. Such a number has a maximum 

value of 2
8s

. Now, if we choose our modulus (by convention n, rather than m) so that 

n > 2
8s

 then every sequence s of bytes we encode will have a numeric value less than 

n; thus, unless it is p or q, it will be coprime with n (which the algorithm requires). 

 

Now, every sequence of bytes we encrypt has a value less than 2
8s

. The result of 

encrypting that sequence, however, can be any number less than n; and there are some 

numbers greater than 2
8s

 which are less than n. That is, when we encrypt a sequence 

of s bytes, the encryption result might be more than 8 bytes long. We therefore choose 

another sequence length, s‟, such that 2
8s‟

 > n. We can now be confident that every 

encrypted sequence of length s can be represented as a sequence of length s‟. 

 

Let‟s proceed, then to look at key generation. RSA begins by selecting two large 

random primes, p and q. We calculate our modulus n=pq. We also calculate (n)=(p-

1)(q-1). 

 

The next step is to find two numbers d and e such that de≡1 mod (n). If de≡1 mod 

(n) then for some integer k, de=k(n)+1. Now we recognise at once that if de≡1 mod 

(n), d and e are multiplicative inverses, so must be coprime to (m). Typically, e is 

chosen at random, with the constraint that gcd(e, (n))=1, and then d is calculated as 

its multiplicative inverse. 

 

To encrypt a plaintext message P we take P
e
 mod n; to decrypt the resulting ciphertext 

C we take C
d
 mod n. 

 

Let‟s consider a concrete example. This is taken from “A Course in Number Theory 

and Cryptography” by Neal Koblitz (New York, Springer Verlag, 1987). This book 

also, incidentally, contains proper proofs for all the results we‟ve discussed. In our 

example, we‟ll use a message made up just from letters of the alphabet. We‟ll code A 

as 0, B as 1 and so on, and regard each chunk as a number base 26. For encryption, 

we‟ll use three letter chunks; the encrypted message we‟ll represent using four letter 

chunks. The primes chosen are small so that it‟s possible to verify the calculations 

without using a supercomputer. 

 

First, we‟ll choose (at random) p=281 and q=167, so n=46927 and (n)=46480. Now 

we choose e at random as 39423. In fact, this isn‟t quite a random choice, since e must 

be coprime to 46480 ((n), so it will have a multiplicative inverse). The multiplicative 

inverse can be found using the fact that gcd(46480, 39424)=1 so that there are 

integers u and v such that 46840u+39424v=1. The value of the inverse is 26767. 

 

Let‟s try to encode the message “YES” using a three letter chunk encoding. The 

numerical equivalent is 24∙26
2
 + 4∙26 + 18 = 16346.  

 

So, we encode with C=P
e
 mod n, ie C=16346

39432
 mod 46927, which is 21166. Note 

that this is greater than 26
3
, so could not be represented as a three letter chunk. It is 

smaller than 26
4
, however, so we can represent it as “BFIC” (since 1∙26

3
 + 5∙26

2
 

+8∙26 + 2=21166). 

 

To decrypt the message, we take 21166
26767

 mod 46927 = 16346 = “YES”. 
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Thus we have two keys – encryption is possible with (39432, 46927) and decryption 

with (26767, 46927) – or vice versa. We can keep one key entirely secret and publish 

the other. Using the secret key to encrypt messages means anyone can read them but 

can be confident we have them; anyone can encrypt a message using the published 

key, but only we can read it. The values of p and q are never disclosed and in fact 

need not even be stored. 

Summary 

RSA works because of a property of a
i
 mod m for i=(m), viz, that a

(m)
≡1 mod m for 

all a with gcd(a,m)=1. This is itself a consequence of the way numbers with 

multiplicative inverses behave during multiplication under a modulus.  

 


